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Parallel Data Visualization Challenges

Scientific simulations at our Center are entering the
1 to 10 billion cell (structured or unstructured) range

Nl used 38 processors Dbecaus
In the data. Every 4th simulation step was saved,

the data needed interpolation (2 steps in memory)

and the particle tracer needed 2 steps of

Interpolated data - so in total we actually have 4

steps of total data in memory at once. The mesh is

15GB, so a singl e quotedfroms s or
John Biddiscombe, CSCS
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Outline

A The visualization pipeline in ParaView
A Data streaming as a foundation
A Parallel visualization pipelines
A Data partitioning principles
A Load balancing and variations
A When too much data are read in
A Optimizing read patterns
A Partitioning challenges.

A Parallel rendering
A Sort-last rendering
A View-dependent rendering

A Visualization deployment
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The HPC systems at CSCS

Facts about computing hardware:

A Many cores (22000 here)
A Little memory per core
A Fast I/0

A Linux-based

|
65 ¢

A Water-cooled
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A GPFS file system

A IB 10 Gb main
Interconnect between 10
and client nodes

A 1.2 petabytes

A Test performance we
reached as single jobs
740MB/s and up to 1.3
GB/s in parallel jobs

A Based on the DDN 9950
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A Global Parallel File System is all we need?

MPP
machines

Scratch

gl

Visualization
cluster

}- Scratch

A 4

ARCHIVE

Global Filesystem

Eidgendssische Technische Hochschule Ziirich
Swiss Federal Institute of Technology Zurich

ONERA 09/10/2009



CSCS \:‘"

Swiss National Supercomputing Centre \'

ParaView is our main parallel visualization environment

Based on VTK, an open source, freely available
software system for 3D computer graphics, image
processing, and visualization.

ParaView is an end-user application with support for:

ParaView

VTK Python

Parallel Reading/Writing
Parallel Filtering
Parallel Rendering

OpenGL MPI

Parallel Batch-mode execution

A
A
A
A Single node, client-server, MPI cluster rendering
A
ETH
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The ParaView visualization pipeline

Par aVimamweaxecution
paradigm is the data-flow,
l.e. the concept of a
downstream flow of data

Pipeline Browser g X
|i| builtin:
5 mulkicomb_0,vts
é Cankaurl
|:ﬁ ExtractHiskograml
[ )ExtractEdgesl
5 RTARakticSourcel

©0 668

Filter.Setinput ( Source.GetOutput () )
Mapper.Setinput ( Filter.GetOutput() )

Data Sources

!

Data Filters

!

Data Mappers

!

Rendering
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Data streaming in the visualization pipeline

Data Source
Tilzre

A e [N
A Data larger than memory can be
easily treated o
. .y _ Data Filters
I Pilece by piece
I Releasing or re-using memory after each I
subset

i Optionally accumulating sub-object Data I\/Iaipers

representations for the final image

Rendering
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Splitting the data is where [almost all] the added-value is

Partitioning can be:

A With a quadtree (or octree)
subdivision

A per solver id
A

by pieces in the geometric
description

ey
i
PEe
r

"

A In memory. Read all and split
(worst case)

Examples for AMR and FE data
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Parallel visualization pipelines
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AData parallelism everywhere
AData 1/0
AProcessing
ARendering

AThe Source will distribute data
pieces to multiple execution
engines

Data Source

d
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Data Filters

i
==
i

Mappers

T

Rendering—
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Data partitioning & load balancing examples

The solver partitioning can be re-used for
vi suali zation, eé but data (just
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Conditions to fulfill to split data on N processors

A Is the data separable? Coherent geometry, topology?

A Is the data mappable? What portion of the input is
required to generate a given portion of the output?

A Is the result output-invariant? Processing-order
iInvariant? View-order invariant?
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Arbitrary 3-D data partitioning

CSCS \:‘0‘

Swiss National Supercomputing Centre \‘

Is the final image order-independent?

Par aVis@tvast gompositing enables complete
freedom in data partitioning
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Sort-last compositing applies to opaque geometry
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Multi-blocks, such as data from the NSMB solver,
can be spread across CPUs in different manners

Round-robin block load Chunks of blocks stay
on 16 cpus closer together (16 cpus)
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CFS and RUAG
use a parallel
plugin for NSMB
databases

Doing the
computation and
rendering in parallel

Vd

enabl esé.

Interactive
visualization

3000
2500
2000
1500
1000

500

CSCS &
o | 0
Swiss National Supercomputing Centre -

2

I ® seconds
O [ I [ . [ ._\
8 16 32 64
_f AL 1~
ETH ONERA 09/10/2009 o LPUs

Swiss Federal Institute of Technology Zurich



CSCS
- | P
Swiss National Supercomputing Centre -

Batch-mode is best for very long jobs

Reading a single time-
step in memory and
doing an expensive
computation such as a
skin-friction extraction
IS much better suited
for batch execution

| programmed the
python scripts
[remotely] and
without access to the
data
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Applications for a 1-billion cell DNS grid
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Trivial data partitoningé but t oo much
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Strategies for load balancing (static)

The checkerboard pattern

for data load is easy to But the slice sub-division
program with HDF5 may provide much higher
hyper sl absé throughput in 1 direction

‘o=
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Optimizing the reading order (X, Y or Z)

Reading 15 Gb of data with 12 cpus, with
HDF5 hyperslabs

X hyperslabs: average read: 430 secs

Y hyperslabs: average read: 142 secs

Z hyperslabs: average read: 36 secs

Parallel Visualization is ALL about file I/0
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File 1/O remains the major bottleneck

Parallel HDF5 read: 80% of overall time
Parallel isosurfacing: 19% of overall time
Parallel rendering: 1% of overall time

Move to the supercomputers, because of their highly parallel 1/0
performance
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Contribution of 1 cell in the X direction ?

How much data was read, isosurfaced, and never displayed in this picture?
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How can we see the detalils of the flow?

Three options:

" 1. Image Wall ($$$9%)

2. Zoom in (wasted I/O)
3. Read less

| display only (1+40) of the
data volume

ETH ONERA 09/10/2009 25 M instead of 1 G cells




